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When is      interpretable for the target user?

Target
user

Machine 
learning model

3Interpretability premises

The problem



The solution

Interpretable & 
accurate model

What counts as 
interpretable for 

the user X?

The Standard 
Interpretable Model
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5Introduction

What is this course NOT about?

We will not have time to dive deep into:
1. “Traditional” explainable AI (XAI) methodologies
2. Deep philosophical aspects of explaining models
3. Post-hoc interpretability such as Mechanistic Interpretability

Distill Circuits Thread Anthropic Circuits Thread

[1] Molnar. Interpretable machine learning. Lulu. com, 2020.
[2] Lipton. "The mythos of model interpretability: In machine learning, the concept of interpretability is both important and slippery." Queue (2018).
[3] Shmueli. "To Explain or to Predict?." Statist. Sci. 25 (3) 289 - 310, August 2010. https://doi.org/10.1214/10-STS330
[4] Bromberger. On what we know we don't know: Explanation, theory, linguistics, and how questions shape them. University of Chicago Press, 1992.
[5] Cammarata et al. "Thread: circuits." Distill 5.3 (2020): e24.
[6] Anthropic “Transformer Circuits Thread” found at https://transformer-circuits.pub/

“The Mythos of Interpretability”
Lipton (2018) [1]

“To Explain or to Predict?”
Shmueli (2018) [2]

“Explanation Theory”
Bromberger (1992) [3]

“Interpretable Machine Learning”
Christoph Molnar



Tutorial Outline

I. Interpretability theory

II. Concept representations

III. Task predictions

IV. PyTorch Concepts

~50 mins

6Introduction

~40 mins

~50 mins

~20 mins



Course Website and Materials

This course’s slides, schedule, and materials are all available at our website:
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interpretabledeeplearning.github.io



Introduction to interpretability

Why do we need interpretability? How is interpretability defined?
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Why do we need interpretability in the first place?

● Highly parametric
● Complicated inference steps
● Non-linearities
● Sensitive to initial states and update rules ?

input output

“opaque” model
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Why do we need interpretability in the first place?

● Highly parametric
● Complicated inference steps
● Non-linearities
● Sensitive to initial states and update rules

1. Blindly using opaque models can lead to all sorts of problems

[1] Kashmir Hill, “Wrongfully Accused by an Algorithm.” The New York Times (2020).
[2] Rachel Goodman, “Why Amazon’s Automated Hiring Tool Discriminated Against Women.” ACLU (2018).
[3] Will Douglas Heaven, “Predictive policing algorithms are racist. They need to be dismantled.” MIT Technology Review (2020).

?
input output

“opaque” model
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https://www.nytimes.com/2020/06/24/technology/facial-recognition-arrest.html
https://www.aclu.org/news/womens-rights/why-amazons-automated-hiring-tool-discriminated-against
https://www.technologyreview.com/2020/07/17/1005396/predictive-policing-algorithms-racist-dismantled-machine-learning-bias-criminal-justice/






Why do we need interpretability in the first place?

1. Blindly using opaque models can lead to all sorts of problems
2. Regulatory/legal constraints:

General Data Protection Regulations (GDPR, 2016)
“The data subject shall have the right not to be subject to a 
decision based solely on automated processing, including 
profiling,…” (Art. 22)

The data subject has the right to “meaningful information about 
the logic involved” in the decision. (Art. 13 and 15)

EU AI Act (2024):
“Any affected person subject to a decision which is 
taken by… a high-risk AI system … shall have the 
right to obtain from the deployer clear and meaningful 
explanations (Art. 86)

[1] GDPR, EU. "Automated individual decision-making, including profiling." (2022).
[2] Act, EU Artificial Intelligence. "The EU Artificial Intelligence Act." (2024).

● Highly parametric
● Complicated inference steps
● Non-linearities
● Sensitive to initial states and update rules ?

input output

“opaque” model
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https://gdpr-info.eu/art-22-gdpr/
https://artificialintelligenceact.eu/


Why do we need interpretability in the first place?

1. Blindly using opaque models can lead to all sorts of problems
2. Regulatory/legal constraints
3. Human-AI interactions are enabled by understanding how a model reasons

● Highly parametric
● Complicated inference steps
● Non-linearities
● Sensitive to initial states and update rules ?

input output

“opaque” model
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But what does interpretability really mean?

Welcome to the Wild West of interpretability terminology

Confalonieri et al. 
(2020)

Gilpin et al. 
(2018)

Rudin et al. 
(2019)

Freiesleben et al. 
(2023)

Goebel et al. 
(2018) ExplainabilityInterpretability

Transparency

Understandability

Barredo Arrieta et al. 
(2020)

Vilone et al. 
(2021)

15Introduction to interpretability
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“A method is interpretable if a user can correctly and efficiently predict the method’s results” [1]

“Systems are interpretable if their operations can be understood by a human” [2]

“Interpretability is the degree to which an observer can understand the cause of a decision” [3]

“There is no universal, mathematical definition of interpretability, and there never will be” [4]

Informal Not actionable
[1] Kim et al, “Examples are not enough, learn to criticize! criticism for interpretability” NeurIPS (2016).
[2] Biran et al, “Explanation and Justification in Machine Learning: A Survey” IJCAI workshop (2017).
[3] Miller, “Explanation in artificial intelligence: Insights from the social sciences” Artificial Intelligence (2019).
[4] Murphy, “Probabilistic machine learning: Advanced topics” MIT press (2023).

Introduction to interpretability

https://papers.nips.cc/paper_files/paper/2016/hash/5680522b8e2bb01943234bce7bf84534-Abstract.html
https://www.cs.columbia.edu/~orb/papers/xai_survey_paper_2017.pdf
https://www.sciencedirect.com/science/article/pii/S0004370218305988
https://probml.github.io/pml-book/book2.html


How do modern theories analyse complex phenomena?

17
[1] Plato, Timaeus.

~400 BC
philosophy

“That which is apprehended by 
intelligence and reason is always 
in the same state”

Introduction to interpretability

https://toddtarantino.com/hum/timaeus.html


How do modern theories analyse complex phenomena?

~400 BC 1872
philosophy geometry

“That which is apprehended by 
intelligence and reason is always 
in the same state”
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How do modern theories analyse complex phenomena?

19Introduction to interpretability



How do modern theories analyse complex phenomena?
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(sign change)

Introduction to interpretability



How do modern theories analyse complex phenomena?
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(sign change)

Introduction to interpretability



How do modern theories analyse complex phenomena?

~400 BC 1872 ‘900
philosophy geometry physics

“That which is apprehended by 
intelligence and reason is always 
in the same state”
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How do modern theories analyse complex phenomena?

~400 BC 1872 ‘900 2021
philosophy geometry physics deep learning

“That which is apprehended by 
intelligence and reason is always 
in the same state”

23Introduction to interpretability



(translation)

How do modern theories analyse complex phenomena?

24Introduction to interpretability



How do modern theories analyse complex phenomena?

“That which is apprehended by 
intelligence and reason is always 
in the same state”

~400 BC 1872 ‘900 2021 2026
philosophy geometry physics deep learning interpretable ML

Standard Interpretable Model

25



The Standard Interpretable Model
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Interpretable & 
accurate model

What counts as 
interpretable for 

the user X?

The Standard 
Interpretable Model

Target
user

Machine 
learning model



The Standard Interpretable Model

Lagrangian of 
interpretable 

models

Interpretability 
premises

Interpretability 
constraints

Interpretability 
symmetries
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The Standard Interpretable Model
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interpretable 
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Interpretability 
constraints

Interpretability 
symmetries
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The Standard Interpretable Model

Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
premises

Interpretability 
constraints

Interpretable 
architectures

Interpretability 
symmetries

29The Standard Interpretable Model



The Standard Interpretable Model Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
premises

Interpretability 
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Interpretable 
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Interpretability 
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Lagrangian
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When is      interpretable for the target user?

Interpretability premises

Bounded 
formal user

Machine 
learning model

31Interpretability premises



Assumption: bounded and formal users

Alfred Tarski Herbert Simon

32Interpretability premises

Bounded 
formal user

[1] Tarski et al. “Undecidable theories.” Elsevier (1953).
[2] Simon “Administrative Behavior: A Study of Decision-Making Process in Administrative Organization.” (1947).



Assumption: bounded and formal users

Fixed vocabulary of symbols
(syntax)

Mechanism to assign meaning to symbols
(semantics)

apple

red

gray

Alfred Tarski Herbert Simon
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Bounded 
formal user

[1] Tarski et al. “Undecidable theories.” Elsevier (1953).
[2] Simon “Administrative Behavior: A Study of Decision-Making Process in Administrative Organization.” (1947).



Assumption: bounded and formal users

Fixed vocabulary of symbols
(syntax)

Mechanism to assign meaning to symbols
(semantics)

Time / computational limits
(bounded rationality)

apple

red

gray

Alfred Tarski Herbert Simon

34Interpretability premises

Bounded 
formal user

[1] Tarski et al. “Undecidable theories.” Elsevier (1953).
[2] Simon “Administrative Behavior: A Study of Decision-Making Process in Administrative Organization.” (1947).



When is      interpretable for the target user?

Interpretability premises

Bounded 
formal user

Machine 
learning model
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Interpretability premises

Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

36Interpretability premises



Interpretability premises

Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Premise II
Prediction concept dependency

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables
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Interpretability premises

Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Premise II
Prediction concept dependency

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Premise III
Bounded reasoning

I understand only 
polynomials of 

degree < 3
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The Standard Interpretable Model Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
premises

Interpretability 
constraints

Interpretable 
architectures

Interpretability 
symmetries

Shared concept semantics Prediction-concept dependency Bounded reasoning

Symmetries

Premises

Constraints

Lagrangian

Equations 
of motion

Architectures

General 
solution



Premise I → Symmetry I

Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Concept (or interpretation) map:

40Interpretability symmetries



Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

What is a general formal definition of the concept “red”?

Concept (or interpretation) map:

The set of all tuples                such that 

Premise I → Symmetry I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

What is a general formal definition of the concept “red”?

Concept (or interpretation) map:

The set of all tuples                such that 

Which transformations preserve concepts?

Monotonic maps:

Premise I → Symmetry I

42Interpretability symmetries



Premise II
Prediction concept dependency

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

When does a function depend exclusively on aligned concepts?

When any change in the function output
can be explained by a change in aligned concepts

Premise II → Symmetry II
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Premise II
Prediction concept dependency

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

When does a function depend exclusively on aligned concepts?

When any change in the function output
can be explained by a change in aligned concepts

Which transformation guarantees prediction-concept dependency?

A projection into the concept subspace that leaves the output gradients invariant

Premise II → Symmetry II

44Interpretability symmetries



Premise III
Bounded reasoning

I understand only 
polynomials of 

degree < 3

How can a user specify the hypothesis space?

Premise III → Symmetry III
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Premise III
Bounded reasoning

I understand only 
polynomials of 

degree < 3

How can a user specify the hypothesis space?

Which transformations of concept formulae preserve the hypothesis space?

All transformations that map solutions of             to other solutions 

Premise III → Symmetry III

46Interpretability symmetries



The Standard Interpretable Model Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
premises

Interpretability 
constraints

Interpretable 
architectures

Interpretability 
symmetries

Shared concept semantics Prediction-concept dependency Bounded reasoning

Symmetries

Premises

Constraints

Lagrangian

Equations 
of motion

Architectures

General 
solution



Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Premise I → Symmetry I → Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Preserved semantics Violated semantics

Premise I → Symmetry I → Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Preserved semantics Violated semantics

Premise I → Symmetry I → Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Preserved semantics Violated semantics

Premise I → Symmetry I → Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Preserved semantics Violated semantics

Premise I → Symmetry I → Constraint I

52Interpretability constraints



Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Symmetry I

Preserved semantics Violated semantics

Preserved semantics

Premise I → Symmetry I → Constraint I
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Premise II
Prediction-concept dependency

Symmetry II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Premise II → Symmetry II → Constraint II
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Premise II
Prediction-concept dependency

Symmetry II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Premise II → Symmetry II → Constraint II
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Premise II
Prediction-concept dependency

Symmetry II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Predictions do not depend on concepts

Low similarity

Premise II → Symmetry II → Constraint II
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Premise II
Prediction-concept dependency

Symmetry II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Predictions depend on concepts Predictions do not depend on concepts

High similarity Low similarity

Premise II → Symmetry II → Constraint II
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Premise II
Prediction-concept dependency

Symmetry II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Predictions depend on concepts Predictions do not depend on concepts

Predictions depend 
on concepts

High similarity Low similarity

Premise II → Symmetry II → Constraint II
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Premise III
Bounded reasoning

Symmetry III

I understand only 
polynomials of 

degree < 3

Premise III → Symmetry III → Constraint III
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The Standard Interpretable Model Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
premises

Interpretability 
constraints

Interpretable 
architectures

Interpretability 
symmetries

Shared concept semantics Prediction-concept dependency Bounded reasoning

Symmetries

Premises

Constraints

Lagrangian

Equations 
of motion
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solution



Lagrangian of interpretable machine learning models

Constraints
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Lagrangian of interpretable machine learning models

Constraints Constrained optimisation problem
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Unconstrained optimisation problem

Lagrangian of interpretable machine learning models

Constraints Constrained optimisation problem
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Lagrangian

Unconstrained optimisation problem

Lagrangian of interpretable machine learning models

Constraints Constrained optimisation problem
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The Standard Interpretable Model
Parameter update

Interpretability 
premises

Interpretability 
constraints

Interpretable 
architectures

Interpretability 
symmetries

Shared concept semantics Prediction-concept dependency Bounded reasoning

Symmetries

Premises

Constraints

Lagrangian

Equations 
of motion

Architectures

General 
solution

Lagrangian of 
interpretable 

models



Trajectories towards interpretability

Lagrangian

Discretization 

Equations of motion Parameter update

Principle of least action
Action

Euler-Lagrange equations
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The Standard Interpretable Model Interpretability 
premises
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I

Premise I → Symmetry I → Constraint I → Architecture I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I

Premise I → Symmetry I → Constraint I → Architecture I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I

Premise I → Symmetry I → Constraint I → Architecture I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I

Premise I → Symmetry I → Constraint I → Architecture I
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Machine “red”            Human “red”

Machine “yellow”            Human “yellow”

Premise I
Shared concept semantics

Constraint I
“Instance-based model”

Premise I → Symmetry I → Constraint I → Architecture I
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Premise II
Prediction-concept dependency

Constraint II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

“Concept bottleneck”

Premise II → Symmetry II → Constraint II → Architecture II
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Premise II
Prediction-concept dependency

Constraint II

red

round

latent var

yellow

Semantically 
aligned variables

Unaligned 
variables

Proof using the chain rule

“Concept bottleneck”

Premise II → Symmetry II → Constraint II → Architecture II
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Premise III
Bounded reasoning

Constraint III

I understand only 
polynomials of 

degree < 3 Solve the differential equation

“General solution”

Premise III → Symmetry III → Constraint III → Architecture III
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Premise III
Bounded reasoning

Constraint III

I understand only 
polynomials of 

degree < 3 Solve the differential equation

“General solution”

Premise III → Symmetry III → Constraint III → Architecture III
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Architectures

Interpretable architectures

General solution

Lagrangian
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The Standard Interpretable Model Lagrangian of 
interpretable 

models

Parameter update

Interpretability 
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Interpretability 
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Interpretability 
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THE MODEL IS ALWAYS PERFECTLY 
INTERPRETABLE BY CONSTRUCTION! 

Lagrangian #2

Lagrangian #1

Interpretability “in the loss”

Interpretability “in the architecture”

82
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Lessons learnt

Premise I
Shared concept semantics

C

Ch

X
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Lessons learnt

Premise I
Shared concept semantics

Premise II
Prediction concept dependency

C

Ch

YX
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Lessons learnt

Premise I
Shared concept semantics

Premise II
Prediction concept dependency

Premise III
Bounded reasoning

C

Ch

YX
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Lessons learnt

Premise I
Shared concept semantics

Premise II
Prediction concept dependency

Premise III
Bounded reasoning

C

Ch

Universal approximation
Residual path

YX

R



Tutorial Outline

I. Interpretability theory

II. Concept representations

III. Task predictions

IV. PyTorch Concepts

~50 mins
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~40 mins

~50 mins

~20 mins
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The Probabilistic Concept-based Model Blueprint

C
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YX
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Concept Bottleneck Models (CBMs)

[1] Koh et al. "Concept bottleneck models." International Conference on Machine Learning. PMLR, 2020. Blueprint for interpretable models

cancerlatent var
smoking

tar deposit

C

Ch

YX

A Concept Bottleneck Model (CBM) [1]:

https://arxiv.org/abs/2007.04612
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Concept Bottleneck Models (CBMs)
A Concept Bottleneck Model (CBM) [1]:
1. Access to k binary concept labels C for each training sample.

[1] Koh et al. "Concept bottleneck models." International Conference on Machine Learning. PMLR, 2020. Blueprint for interpretable models

https://arxiv.org/abs/2007.04612
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Concept Bottleneck Models (CBMs)
A Concept Bottleneck Model (CBM) [1] exploits this idea by assuming:
1. Access to k binary concept labels C for each training sample.
2. Each concept in C can be independently predicted from X

[1] Koh et al. "Concept bottleneck models." International Conference on Machine Learning. PMLR, 2020. Blueprint for interpretable models

https://arxiv.org/abs/2007.04612
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Concept Bottleneck Models (CBMs)
A Concept Bottleneck Model (CBM) [1] exploits this idea by assuming:
1. Access to k binary concept labels C for each training sample.
2. Each concept in C can be independently predicted from X
3. The downstream task can be perfectly predicted from C alone.

[1] Koh et al. "Concept bottleneck models." International Conference on Machine Learning. PMLR, 2020. Blueprint for interpretable models

https://arxiv.org/abs/2007.04612
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How to train your CBM

Given a training set                              , we can train a CBM in one of three 
ways:

Blueprint for interpretable models
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Given a training set                              , we can train a CBM in one of three 
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How to train your CBM

Blueprint for interpretable models

Given a training set                              , we can train a CBM in one of three 
ways:



Part 2 of Tutorial:
Concept Representations

includes slides by: Mateo Espinosa Zarlenga, Luc De Raedt 96
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But concepts are actually more than just a bottleneck
They are a semantic API consumed by (at least) three actors:
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But concepts are actually more than just a bottleneck
They are a semantic API consumed by (at least) three actors:

● a machine learning encoder model
● a task predictor
● a target user



This semantic interface needs a contract 

- How do define the interface such that these three actors communicate efficiently?

- Natural language is appealing, but it weakens our control over the interaction
- a key reason for using interpretable models.
- but see [1]

- Formal languages, e.g. logic, form a middle ground:
- precise enough for machines to manipulate 
- still close enough to human meaning 

[1] Yamaguchi, Shin'ya, and Kosuke Nishida. "Explanation bottleneck models." AAAI 2025 



The formal language contract

We need to specify:
1) Syntax:

a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

e.g.  predicates = {sunny, tall, funny, fatherOf}
entities = {bart, homer, lisa, …}
arities: sunny/0, tall/1, funny/1, fatherOf/2



The formal language contract

We need to specify:
1) Syntax
2) Semantics:

a) what values do we allow? 
b) which values do we assign at each symbol? 

e.g.  True/False, [0,1], (-∞, +∞),
sunny = 0.8
fatherOf(homer,bart) = True



The formal language contract

We need to specify:
1) Syntax
2) Semantics
3) Connectives / Operators / Algebra

a) how do we compose the symbols to create more complex sentences?



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 
b) which values do we assign at each symbol?



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)

Given and Fixed
b) The arities of the predicates

Only properties (0-arity; propositional)
2) Semantics:

a) what values do we allow? 

Unclear, at the base Boolean
b) which values do we assign at each symbol?

Fully Supervised



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)

Given and Fixed
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 
b) which values do we assign at each symbol?

mutationslatent var
smoking

tar deposit



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)

Given and Fixed
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 
b) which values do we assign at each symbol?

mutationslatent var
smoking

tar deposit

Failure:        Insufficient vocabulary



This can be turned into a fully automated pipeline if we exploit language models as 
knowledge bases for extracting concept descriptions:

Failure: Incomplete vocabulary
Repair:  automated concept discovery

[1] Oikarinen et al. "Label-Free Concept Bottleneck Models." ICLR (2023).
[2] Yang, Yue, et al. "Language in a bottle: Language model guided concept bottlenecks for interpretable image classification." IEEE/CVF 2023.

109Design of P(C|X)

“List the most important features for 
recognizing something as a {class}:”

https://arxiv.org/abs/2304.06129


Label-free CBMs achieve this by introducing filtering rules and a projection matrix that 
produces sparse and discriminative scores aligned to CLIP’s similarity scores

Automating concept discovery

[1] Oikarinen et al. "Label-Free Concept Bottleneck Models." ICLR (2023). 110Design of P(C|X)

https://arxiv.org/abs/2304.06129


Alternatively, one may filter the concept bank via submodular optimization:

[1] Yang et al. "Language in a bottle: Language model guided concept bottlenecks for interpretable image classification." CVPR (2023). 111Design of P(C|X)

Concepts to select for class y

How good is the concept at 
discriminating only a 
handful of task labels?

How good does the filtered 
concept set represent the 
original set of candidates?

Automating concept discovery

https://arxiv.org/abs/2211.11158


mutations

CONCEPT BOTTLENECK MODEL

latent var
smoking

tar deposit

Failure: Incomplete vocabulary
Repair:  Adding extra (unsupervised) capacity

Sidechannel
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A “Hybrid” CBM adds extra unsupervised capacity to the CBM’s bottleneck

[1] Mahinpei et al. "Promises and pitfalls of black-box concept learning models." arXiv preprint (2021).

Failure: Incomplete vocabulary
Repair:  Adding extra (unsupervised) capacity

https://arxiv.org/abs/2106.13314
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Solution attempt: unsupervised capacity 

Design of P(C|X)

Problem: intervenability suffers when unsupervised capacity is introduced

[1] Espinosa Zarlenga, Barbiero, et al. "Concept embedding models: Beyond the accuracy-explainability trade-off." NeurIPS (2022).

https://arxiv.org/abs/2209.09056
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Solution idea: structured high-dimensional vectors

Design of P(C|X)

Idea: can we use structured extra capacity instead?
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Overcoming incompleteness: concept embeddings

Design of P(C|X)

For each training concept, let’s represent extra structured embedding 
representations of the concept

[1] Espinosa Zarlenga, Barbiero, et al. "Concept embedding models: Beyond the accuracy-explainability trade-off." NeurIPS (2022).

https://arxiv.org/abs/2209.09056
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Learning dynamic concept embeddings

Design of P(C|X)

For example, we can decompose the concept representation c_i as the 
mixture of two exogenous representations                         :

[1] Espinosa Zarlenga, Barbiero, et al. "Concept embedding models: Beyond the accuracy-explainability trade-off." NeurIPS (2022).

 
“Positive” concept embeddings

“Negative” concept embeddings

 
 

 

 
 

https://arxiv.org/abs/2209.09056


The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

Only flat concepts (propositional): no objects / entities
2) Semantics:

a) what values do we allow? 
b) which values do we assign at each symbol?

correctlatent var

on_d2_d1

on_d1_d2

on_d1_d3

on_d7_d6

…



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

Only flat concepts (propositional): no objects / entities
2) Semantics:

a) what values do we allow? 
b) which values do we assign at each symbol?

correctlatent var

Failure:        

Limited 
compositional
generalization

on_d2_d1

on_d1_d2

on_d1_d3

on_d7_d6

…



Failure: limited compositional generalization
Repair: Relational vocabulary

- Concept-encoders become relational

[1] Barbiero et al; Relational Concept Bottleneck Models, NeurIPS 2024



- Expand relational bottlenecks with an entity discovery model:
- Mask-RCNN, SAM

[1] Steinmann et al, Object-Centric Concept-Bottlenecks, NeurIPS 2025

Failure: limited compositional generalization
Repair: object centric bottlenecks



- Expand relational bottlenecks with an entity discovery model:
- Mask-RCNN, SAM

[1] Steinmann et al, Object-Centric Concept-Bottlenecks, NeurIPS 2025

Failure: limited compositional generalization
Repair: object centric bottlenecks



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 

Unclear
b) which values do we assign at each symbol?

mutationslatent var
tar deposit

smoking



Semantics

- Given a concept (like happy(homer)):

- semantics ask questions connected to:
- is it True/False?
- how (much) happy is this?
- how likely is that he is happy?
- are there factors of happiness? e.g. [pleasure=2.7, satisfaction=11.7, purpose=0.1, …. ]

- an embedding?

- We can make a parallel with logic
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Boolean Logic

 

values are in {T,F} (or {0,1})

 

 

alarm hears_alarm

calls
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Fuzzy Logic

 

values are in [0,1]

 

 

alarm hears_alarm

calls



Probabilistic Logic Semantics

127

- Two layer semantics

- Defines a probability distribution over boolean interpretations

    



The Concept Bottleneck Model contract

2) Semantics:
a) what values do we allow? 

Unclear

Learning: often with Binary Cross Entropy
- Implicit assumption: Independent Choice (Bernoulli concepts)

Task Prediction:
- Scores are passed to the task predictor: ~ Fuzzy Semantics

Intervention-time:
- True/False interventions: Boolean Semantics

Concept-Embedding Models:
- ?!??!!!?



The Concept Bottleneck Model contract

2) Semantics:
a) what values do we allow? 

Unclear

Learning: often with Binary Cross Entropy
- Implicit assumption: Independent Choice (Bernoulli concepts)

Task Prediction:
- Scores are passed to the task predictor: ~ Fuzzy Semantics

Intervention-time:
- True/False interventions: Boolean Semantics

Concept-Embedding Models:
- ?!??!!!?



The Concept Bottleneck Model contract

2) Semantics:
a) what values do we allow? 

Unclear

Learning: often with Binary Cross Entropy
- Implicit assumption: Independent Choice (Bernoulli concepts)

Task Prediction:
- Scores are passed to the task predictor: ~ Fuzzy Semantics

Intervention-time:
- True/False interventions: Boolean Semantics

Concept-Embedding Models:
- ?!??!!!?



Neural task predictors break concept semantics

- Misalignment between concept encoder and task 

- For example, consider a probabilistic concept, p(tail)= 0.7

- score 0.7 -> input to a neural network
-  the model combines it with other concept scores in ways that no longer respect 

probability theory.

- Result = the original semantic meaning of the concept is lost.



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 
b) which values do we assign at each symbol?

Fully Supervised

mutationslatent var
tar deposit

smoking



The Concept Bottleneck Model contract

1) Syntax:
a) Vocabulary of symbols (predicates and entities)
b) The arities of the predicates

2) Semantics:
a) what values do we allow? 
b) which values do we assign at each symbol?

Fully Supervised

mutationslatent var
tar deposit

smoking

Failure: huge 
labelling and 
training effort
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Failure: Huge training effort
Repair: Concept-activation vectors

Design of P(C|X)

 
 



[1] Yuksekgonul et al. "Post-hoc concept bottleneck models." ICLR (2023).

A Post-hoc CBM (PCBM) uses a pretrained DNN to construct concept 
representations based on similarity scores from projections onto CAVs:

135Design of P(C|X)

Failure: Huge training effort
Repair: Concept-activation vectors

https://arxiv.org/abs/2205.15480


Failure: No available labels



Failure: No available labels
Repair: multimodal concept encoders 

Describe (in text) the concepts that are useful for a task 

Use a multimodal concept encoder (CLIP) to annotate large dataset



Failure: Few available labels
Repair: Constrain the concepts logically

LOGIC NEURAL

PROBA
BILITY

Ski → Snow ∨ Mountain ∨ Helmet

Train concept encoders using a signal coming from a semantic based 
regularization:

- unsupervised loss functions encoding logic

Dog ∧ Person → Leash ∨ Sofa ∨ Ball

[1] Diligenti, Michelangelo, Marco Gori, and Claudio Sacca. "Semantic-based regularization for learning and inference." Artificial Intelligence 244 (2017): 143-165.
[2] Xu, Jingyi, et al. "A semantic loss function for deep learning with symbolic knowledge." International conference on machine learning. PMLR, 2018.



Constrain the concepts logically

LOGIC NEURAL

PROBA
BILITY

Ski → Snow ∨ Mountain ∨ Helmet

Reg(x) = fuzzy_impl( f_ski(x), fuzzy_or(f_snow(x),f_mountain(x),f_helmet(x)))

values are in [0,1]

 

 

alarm hears_alarm

calls

ski= 0.7
 

 mountain=0.1

helmet=0.1

snow=0.1

[1] Diligenti, Michelangelo, Marco Gori, and Claudio Sacca. "Semantic-based regularization for learning and inference." Artificial Intelligence 244 (2017): 143-165.
[2] Xu, Jingyi, et al. "A semantic loss function for deep learning with symbolic knowledge." International conference on machine learning. PMLR, 2018.

Reg(x) 



The interpretability of CBMs rests on a crucial assumption: 
That the learned concepts are aligned to the human

Alignment

140

Do the human and model assign the 
same meaning to 'bone spurs'?

In CBMs: alignment through concept supervision… but is it enough?
Design of P(Y|C)



Semantic unclarity leads to leakage

Leakage: the concept representation carries information beyond the intended human 
concept.

- Humans give a certain meaning

- The machine gives (possibly) that meaning + extra info
- not a clean bottleneck
- hidden information



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7

tail = 0.7  means:
- tail is True
- whiskers is True

-> cat is True

tail = 0.8 means:
- tail is True
- whiskers is False

-> dog is True

tail = 0.7 vs tail = 0.8

[1] Havasi et al, Addressing Leakage in Concept Bottleneck Models, NeurIPS 2022.



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7

Causes:
- incomplete concept set

- thus continuous degree 
as extra capacity

- inexpressive task predictor
- task needs a “non-linear’ 

feature of concepts
- use of continuous degree 

as the non linear feature

tail = 0.7 vs tail = 0.8

[1] Havasi et al, Addressing Leakage in Concept Bottleneck Models, NeurIPS 2022.



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7

- Even when trained separately 
(no pressure from the task)

- concepts can encode other 
unrelated concepts that may 
be useful for an unknown 
task

- (aka sequential training)

tail = 0.7

[1] Mahinpei et al, Promises and Pitfalls of Black-Box Concept Learning Models, ICML 2021



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7

- Concepts can contain 
information of other (known) 
concepts

- intervening on one is not 
enough

tail = 0.7

[1] Mahinpei et al, Promises and Pitfalls of Black-Box Concept Learning Models, ICML 2021



Types of leakage

At least 4 types of leakage:
- Task leakage 
- Input (distribution) leakage
- Concept leakage (entanglement)
- OOD leakage

tail = 0.7

- Even if no leakage 
in-distribution

- OOD inputs can predicts 
misaligned concept scores

[1] Marconato et al, GlanceNets, NeurIPS 2022



Can we do something about alignment?

148

Do the human and model assign the 
same meaning to 'bone spurs'?



Prototype-based concept prediction

149

0.9

0.0

0.0

0.2

0.8

0.0

Concept
Alignment

Table

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Prototype-based concept prediction

150

0.9

0.0

0.0

0.2

0.8

0.0

Concept
Alignment

Table

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Prototype-based concept prediction

151

0.9

0.0

0.0

0.2

0.8

0.0

Concept
Alignment

Table

Image part 
extraction

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Prototype-based concept prediction

152

0.9

0.0

0.0

0.2

0.8

0.0

=

=

1
0
0
0
1
0

Concept
Alignment

Table

Image part 
extraction

Prototype
selection

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Prototype-based concept prediction
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0.9

0.0

0.0

0.2

0.8

0.0

=

=

1
0
0
0
1
0

Concept
Alignment

Table

Image part 
extraction

Prototype
selection

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Concept
prediction

Prototype-based concept prediction

154

0.9

0.0

0.0

0.2

0.8

0.0

=

=

1
0
0
0
1
0

0.9 0.2

0.0 0.8

Concept
Alignment

Table

Image part 
extraction

Prototype
selection

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Verification and semantics

155

Each row in the table can be 
verified by the human

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Verification and semantics

156

Each row in the table can be 
verified by the human

Each concept's semantics is given by 
the prototypes for which it is active

[1] Colamonaco et al. "Prototype-Grounded Concept Models for Verifiable Concept Alignment." ICML 2026 Design of P(Y|C)

https://arxiv.org/abs/2604.16076


Tutorial Outline

I. Interpretability theory

II. Concept representations

III. Task predictions

IV. PyTorch Concepts

~50 mins

157Introduction

~40 mins

~50 mins

~20 mins



Part 3 of Tutorial:
Task Prediction

158



Recap: The concept bottleneck model

mutations
smoking

tar deposit



Recap: The concept bottleneck model

mutations
smoking

tar deposit

concepts = human-aligned intermediate 
representation

Ideal model



Recap: The concept bottleneck model

mutations
smoking

tar deposit

residual path = extra non-aligned 
information

=> more accurate models
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How should we predict task labels p(Y | C, Z)?

Design of P(Y|C)

X
C

Z
Y

Probabilistic Graphical Model
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What is p(Z | X)? 

Design of P(Y|C)

X
C

Z
Y

What is p(Y | C, Z)?

Instantiating the task predictor 
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Task predictors

Locally-linear
Predictors

Neurosymbolic 
Predictors

Causal
Predictors

Design of P(Y|C)



So far, we have assumed that the task predictor p(Y|C) is a logistic regressor

165Design of P(Y|C)

The concept-bottleneck model

X C Y



So far, we have assumed that the task predictor p(Y|C) is a logistic regressor

In this representation, the parameters ϴ and b are implicit in p(Y|C). 

166Design of P(Y|C)

The concept-bottleneck model

X C Y



167Design of P(Y|C)

X
C

ϴ
Y

Predicted 
Concepts

Observed
Weights

(no uncertainty)

Inner Product
+ 
Activation

Reify the logistic regressor
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Task predictors

Locally-linear
Predictors

Neurosymbolic 
Predictors

Causal
Predictors

Design of P(Y|C)
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Locally-interpretable task predictors

Design of P(Y|C)[1] Alvarez Melis et al. "Towards robust interpretability with self-explaining neural networks." NeurIPS (2018).
[2] Image adapted from Ribeiro et al. ""Why should I trust you?" Explaining the predictions of any classifier." KDD (2016).

As a first step, we can construct a non-linear task predictor f(c) = p(Y|C=c) that 
behaves "linear-like" in the local neighborhood of c

https://arxiv.org/abs/1806.07538
https://arxiv.org/abs/1602.04938
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We keep P(Y | C,Z) a linear projection + activation

But we make weights Z a function of the input
Design of P(Y|C)

X
C

Z
Y

Locally-interpretable task predictors

X
C

Z
Y

neural 
network



[Local Linearity] The model should 
- behave as a linear classifier, at least in the neighborhood of a sample’s concept space, 
- be locally stable, small changes in Z should not change the prediction drastically, 

171

This can be enforced by minimizing a loss that implicitly leads to this condition holding:

Design of P(Y|C)[1] Alvarez Melis et al. "Towards robust interpretability with self-explaining neural networks." NeurIPS (2018).

Locally-interpretable task predictors

https://arxiv.org/abs/1806.07538
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Problems with locally-linear predictors

Design of P(Y|C)

Unfortunately, locally-linear predictors cannot provide insights 
about the global behavior of the model

X
C

Z
YX

C

Z
Y

globally interpretable locally interpretable

neural 
network
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Task Predictors

Locally-linear
Predictors

Neurosymbolic 
Predictors

Causal
Predictors

Design of P(Y|C)



What can we use other than linear layers?
Can we use logic rules over the concepts to design more expressive but still 
interpretable task predictors?

X
C

Z
Y



What can we use other than linear layers?

X
C

Z
Y

(probabilistic) logic rules

Can we use logic rules over the concepts to design more expressive but still 
interpretable task predictors?

e.g.



What can we use other than linear layers?

X
C

Z
Y symbolic

interpreter

Can we use logic rules over the concepts to design more expressive but still 
interpretable task predictors?



How do we learn the logic rules?

X
C

Z
Y

(probabilistic) logic rules

Y symbolic
interpreter



Start with a (deep) CBM, then extract rules post-hoc

X
C

Z
YX

C

ϴ
Y

weights of a neural network logic rules



We learn a DNN predicting task labels from the concepts

179Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN



We learn a DNN predicting task labels from the concepts
and predict the task from every possible input combination

180Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN

0 0 1



We learn a DNN predicting task labels from the concepts
and predict the task from every possible input combination

181Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN

0 0 1

1 0 0



0 0 1

1 0 0

0 1 1

We learn a DNN predicting task labels from the concepts
and predict the task from every possible input combination

182Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN



0 0 1

1 0 0

0 1 1

1 1 1

We learn a DNN predicting task labels from the concepts
and predict the task from every possible input combination

183Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN



0 0 1

1 0 0

0 1 1

1 1 1

We learn a DNN predicting task labels from the concepts
and predict the task from every possible input combination

This results in a truth table where we can easily extract rules from

184Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc

Concepts TaskOpaque 
DNN

= (NOT        ) OR

 
 



We can use this approach to construct a set of logic rules 
mapping concepts to downstream tasks

This allows us to capture non-linear relationships between 
concepts and tasks using human-understandable logic rules

185Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc



We can use this approach to construct a set of logic rules 
mapping concepts to downstream tasks

Problem: #forward passes required for this is exponential on the #concepts!

186Design of P(Y|C)

Start with a (deep) CBM, then extract rules post-hoc



One approach for efficiently construct a logic-based predictor is:

187Design of P(Y|C)

Efficiently constructing logic-based predictors

[1] Barbiero  et al. "Entropy-based logic explanations of neural networks." AAAI (2022).

Step 1: Filter concept activations using learnable attention weights 𝛼

Learnable
“attention”

weights

1

0.9

0.1

0.2

  

Concept
activations

Filtered
concept

activations

   

https://arxiv.org/abs/2106.06804


One approach for efficiently construct a logic-based predictor is:

188Design of P(Y|C)

Efficiently constructing logic-based predictors

[1] Barbiero  et al. "Entropy-based logic explanations of neural networks." AAAI (2022).

Step 2: Solve task with the (small) set of selected concepts

Learnable
“attention”

weights

1

0.9

0.1

0.2

  

Concept
activations

Filtered
concept

activations

   

Opaque 
DNN

https://arxiv.org/abs/2106.06804


One approach for efficiently construct a logic-based predictor is:

189Design of P(Y|C)

Efficiently constructing logic-based predictors

[1] Barbiero  et al. "Entropy-based logic explanations of neural networks." AAAI (2022).

Step 3: Derive rules from the (much smaller) truth table

Learnable
“attention”

weights

1

0.9

0.1

0.2

  

Concept
activations

Filtered
concept

activations

   

 

Transparent
symbolic sentence

= (NOT        ) OR

Opaque 
DNN

https://arxiv.org/abs/2106.06804


Neurosymbolic task predictors

So far, the logic rules were a prior: they are the same for any input X

We can also make the rules a posterior, i.e., depend on the input X

190Design of P(Y|C)

X
C

Z
YX

C

Z
Y



Generally, such NeSy predictors are constructed as follows:

Neurosymbolic task predictors

Step 1: DNNs parametrize both concepts & rule parameters
Step 2: A symbolic engine executes rules using predicted concepts

 

 

exec

ICML 23 NeurIPS 24

191Design of P(Y|C)[1] Barbiero et al. "Interpretable neural-symbolic concept reasoning." International Conference on Machine Learning. PMLR, 2023.
[2] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

Concepts

Logic rule

https://arxiv.org/abs/2304.14068
https://arxiv.org/abs/2407.15527


Generally, such NeSy predictors are constructed as follows:

Neurosymbolic task predictors

Step 1: DNNs parametrize both concepts & rule parameters
Step 2: A symbolic engine executes rules using predicted concepts

 

 

exec

ICML 23 NeurIPS 24

192Design of P(Y|C)[1] Barbiero et al. "Interpretable neural-symbolic concept reasoning." International Conference on Machine Learning. PMLR, 2023.
[2] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

Concepts

Logic rule

What?

How?

https://arxiv.org/abs/2304.14068
https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

We can build a Concept-based Memory Reasoner (CMR) by:

 
= 0.2

= 0.9

= 0.1

193Design of P(Y|C)

Memory-based NeSy predictors

Concepts

Step 1: Predict concept probabilities P(C|X) using a DNN

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

We can build a Concept-based Memory Reasoner (CMR) by:

Step 2: Select a rule “embedding” from a learnable ”rulebook” using a DNN
Concepts

 

Rulebook
 
 

= 0.2

= 0.9

= 0.1

194Design of P(Y|C)

Memory-based NeSy predictors

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

We can build a Concept-based Memory Reasoner (CMR) by:

Step 2: Select a rule “embedding” from a learnable ”rulebook” using a DNN
Concepts

 

 

Rulebook
 
 

0.2
0.8

~
 

= 0.2

= 0.9

= 0.1

195Design of P(Y|C)

Memory-based NeSy predictors

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

We can build a Concept-based Memory Reasoner (CMR) by:

Step 3: Decode the rule embedding into three states per concept using a DNN (= rule parameters)

 

 

Rulebook
 
 

0.2
0.8

~
 

 .

= 0.2

= 0.9

= 0.1
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Memory-based NeSy predictors

Concepts

Positive 0.1 0.8 0.1

Negative 0.6 0.1 0.2

Irrelevant 0.3 0.1 0.7 Logic rule

   

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

We can build a Concept-based Memory Reasoner (CMR) by:

Step 4: Execute the rule combining concept states and concept activations

 

 

 

 

Interpretable 
execution

Rulebook
 
 

0.2
0.8

~
 

Positive 0.1 0.8 0.1

Negative 0.6 0.1 0.2

Irrelevant 0.3 0.1 0.7

  

= 0.2

= 0.9

= 0.1
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Memory-based NeSy predictors

Logic rule

Concepts

 .

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

These steps enable CMR to:
1. Become a universal approximator akin to opaque DNNs

irrespective of the used concept set
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Properties of CMR

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

These steps enable CMR to:
1. Become a universal approximator akin to opaque DNNs

irrespective of the used concept set
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Properties of CMR

number of concepts

Y acc
models with prior Z

models with posterior Z (e.g. CMR)

https://arxiv.org/abs/2407.15527


[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

These steps enable CMR to:
1. Become a universal approximator akin to opaque DNNs

2. Provide both local and global interpretability
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Properties of CMR

Inference mechanisms can only be selected from a finite set of rules!

Rulebook
 
 

 .
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[1] Debot et al. "Interpretable concept-based memory reasoning." NeurIPS 2024.

These steps enable CMR to:
1. Become a universal approximator akin to opaque DNNs

2. Provide both local and global interpretability

3. Allow formal verification of desirable properties
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Properties of CMR

”Does a property hold no matter which rule is selected?”

+ property SAT
Solver

Rulebook

holds!

https://arxiv.org/abs/2407.15527
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Task Predictors

Locally-linear
Predictors

Neurosymbolic 
Predictors

Causal
Predictors
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Most CBMs make a conditional-independence assumption between concepts:

which is unrealistic

203Design of P(Y|C)

Causal task predictors

X Y



Most CBMs make a conditional-independence assumption between concepts:

which is unrealistic

Why is this a problem?
- Incorrect uncertainty quantification
- Poor intervenability
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Causal task predictors

X Y



A concept intervention sets a concept prediction to some specific value
e.g.
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Causal task predictors

 



A concept intervention sets a concept prediction to some specific value
e.g.
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Causal task predictors

 

Intervene

 

May affect the task 
prediction!



A concept intervention sets a concept prediction to some specific value
e.g.

Problem: concepts do not influence each other
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Causal task predictors

 

Intervene

 

May affect the task 
prediction!



Causal predictors explain how concepts affect other concepts and task!

208Design of P(Y|C)

Causal task predictors



However, for this it is important to understand make a distinction between:
1. Causal reliability
2. Causal opacity 
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Causal opacity



However, for this it is important to understand make a distinction between:
1. Causal reliability: discover causal mechanism of the data generating process
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Causal opacity

Data generating 
mechanism

hit gas accelerate



However, for this it is important to understand make a distinction between:
1. Causal reliability: discover causal mechanism of the data generating process
2. Causal opacity: discover causal mechanism of a model’s inference process
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Causal opacity

Data generating 
mechanism

hit gas accelerate

CBM #2

CBM #1



We can build a causal label predictor that explicitly uses a concept graph:
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Concept graph models

 

Causal concept dependencies of 
the inference mechanism

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


Different approaches use different functions: e.g. neural networks
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Concept graph models

 

Causal concept dependencies of 
the inference mechanism

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


Different approaches use different functions: e.g. neural networks + logic rules
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Concept graph models

 

Causal concept dependencies of 
the inference mechanism

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


The concept graph itself can be:
1. Given as a prior
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Concept graph models

CBMs DNNs

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


The concept graph itself can be:
1. Given as a prior
2. Learnt from data via causal discovery methods
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Concept graph models

Causal discovery

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


The concept graph itself can be:
1. Given as a prior
2. Learnt from data via causal discovery methods
3. Learnt end-to-end via (differentiable) DAG learning
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Concept graph models

Differentiable 
DAG learning

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation.” CLeaR 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2506.21102


218Design of P(Y|C)

Concept graph models and intervenability

[1] Dominici et al. "Causal Concept Graph Models: Beyond Causal Opacity in Deep Learning." ICLR 2025.
[2] Vandenhirtz et al. "Stochastic Concept Bottleneck Models.” NeurIPS 2024.
[3] Debot et al. "Interpretable Hierarchical Concept Reasoning through Attention-Guided Graph Learning." Arxiv 2025.

number of concepts interventions

concept 
accuracy

[3][1][2]
standard CBMs

https://arxiv.org/abs/2405.16507
https://arxiv.org/abs/2406.19272
https://arxiv.org/abs/2506.21102


Recent causal task predictors include:
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Further causal task predictors

[1] Moreira et al. "Diconstruct: Causal concept-based explanations through black-box distillation." CLeaR (2024).
[2] Hwang et al. "From black-box to causal-box: Towards building more interpretable models." NeurIPS (2025).

DiConstruct Causally Interpretable Models

https://arxiv.org/abs/2401.08534
https://arxiv.org/abs/2510.21998


Many models replace the prior p(Z) with a posterior p(Z|X) (a "sidechannel"), 
which makes the model significantly more expressive and accurate

Is there no downside to this?

Sidechannels

220[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

X
C

Z
Y

Design of P(Y|C)

https://arxiv.org/abs/2510.05670


Downside: predictions are made not only using human-understandable concepts, 
but also using uninterpretable latent information

This hurts interpretability!

Influence of sidechannels

221[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

X
C

Z
Y
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Downside: predictions are made not only using human-understandable concepts, 
but also using uninterpretable latent information

This hurts interpretability!

Influence of sidechannels

222[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

X
C

Z
Y X

C
Y

Z
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Downside: predictions are made not only using human-understandable concepts, but 
also using uninterpretable latent information

This hurts interpretability!

Influence of sidechannels

223[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

X
C

Z
Y X

C
Y

Z

Design of P(Y|C)
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Can we compare the two?

224[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025 Design of P(Y|C)

X
C

Z
YX

C

Z
Y

We consider this 
fully interpretable

We don't know how
interpretable this is

https://arxiv.org/abs/2510.05670


The more a model relies on this sidechannel, the less interpretable it is

A metric for sidechannel reliance

225[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

SIS =

Design of P(Y|C)

"How often does the 
sidechannel not influence 
the model's decision?"

https://arxiv.org/abs/2510.05670


The more a model relies on this sidechannel, the less interpretable it is

Metric can also be regularized for during training!

A metric for sidechannel reliance

226[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

standard inference

inference with sidechannel prior 
(learned or marginalized)

SIS =

Design of P(Y|C)

"How often does the 
sidechannel not influence 
the model's decision?"

https://arxiv.org/abs/2510.05670


Sidechannels in practice

227[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

Expressive p(Y|C,Z) 
incomplete concepts

regularization

Standard CBM training results 
in uninterpretable CBMs

A bit of regularization vastly 
improves interpretability
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Sidechannels in practice

228[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

Expressive p(Y|C,Z) 
incomplete concepts

Expressive p(Y|C,Z) 
complete concepts

regularization

Standard CBM training results 
in uninterpretable CBMs

A bit of regularization vastly 
improves interpretability

CBMs rely on the sidechannel 
even when unnecessary

Not when regularizing for SIS

Design of P(Y|C)
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Sidechannels in practice

229[1] Debot et al. "Quantifying the Accuracy-Interpretability Trade-Off in Concept-Based Sidechannel Models." Arxiv 2025

Expressive p(Y|C,Z) 
incomplete concepts

Expressive p(Y|C,Z) 
complete concepts

Non-expressive p(Y|C,Z)
complete concepts

regularization

Standard CBM training results 
in uninterpretable CBMs

A bit of regularization vastly 
improves interpretability

CBMs rely on the sidechannel 
even when unnecessary

Not when regularizing for SIS

Do not use non-expressive task 
predictors on expressive tasks

Accuracy and interpretability 
are mutually exclusive then

Design of P(Y|C)

https://arxiv.org/abs/2510.05670
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Thank you

Locally-linear
Predictors

Neurosymbolic 
Predictors

Causal
Predictors

Design of P(Y|C)



Tutorial Outline

I. Interpretability theory

II. Concept representations

III. Task predictions

IV. PyTorch Concepts

~50 mins

231Introduction

~40 mins

~50 mins

~20 mins
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(High-level API) 



233Annotated Tensors

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Annotations Annotated
tensors



Annotations: define concept names and domains

Annotated tensors

234

smoking

genotype

tar

A B C

Annotated Tensors



Annotations: define concept names and domains
Annotated tensors: enable concept-based operations on torch tensors

Annotated tensors

235

smoking

genotype

tar

A B C

0 0 1 0 -3.1

1 1 0 0 4.2

0 1 0 0 2.3

Annotated Tensors
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Interpretable 
Layers

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Annotations Annotated
tensors



Building blocks of interpretable models

“Concept encoder” “Task predictor from Z” “Task predictor from C”

100% “opaque 
signature”

100% “interpretable 
signature”

“Task predictor”“Base concept module”

Concept can be 
predicted from 
other concepts

When the task 
is a concept

Symmetry I Symmetry II Symmetry III

237Blueprint for interpretable models
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Interpretable 
Layers Interventions

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Annotations Annotated
tensors



Intervention strategies = how to intervene

239Interventions & control
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0.4 0 1 0 0.1
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0.8 1 0 0 0.5

smoking
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tar
A B C
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0 1 0 0 0.5

ground truth data



Intervention strategies = how to intervene
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smoking

genotype

tar
A B C

0.4 0 1 0 0.1

0.3 1 0 0 0.9

0.8 1 0 0 0.5

smoking

genotype

tar
A B C

0 0 1 0 1

1 1 0 0 1

0 1 0 0 1

ground truth data



Intervention policies = where to intervene
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smoking
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tar
A B C

0.4 0 1 0 0.1

0.3 1 0 0 0.9

0.8 1 0 0 0.5

smoking

genotype
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A B C

Random policy



Intervention = strategy + policy
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Interventions & control

CAUSAL EFFECT 
ESTIMATIONINTERVENTIONS CONTROL DEBUGGING

INTERPRETABLE MODELS SUPPORT

mutationslatent var
smoking

tar deposit

243Interventions & control[1] Koh, et al. "Concept bottleneck models." International conference on machine learning. PMLR, 2020.



Interventions & control

CAUSAL EFFECT 
ESTIMATIONINTERVENTIONS CONTROL DEBUGGING

INTERPRETABLE MODELS SUPPORT

cancerlatent var
smoking

tar deposit

ground truth data

244[1] Koh, et al. "Concept bottleneck models." International conference on machine learning. PMLR, 2020. Interventions & control



Interventions & control

CAUSAL EFFECT 
ESTIMATIONINTERVENTIONS CONTROL DEBUGGING

INTERPRETABLE MODELS SUPPORT

cancerlatent var
smoking

tar deposit

cancer
smoking

tar deposit

compare

245[1] Goyal et al. "Explaining classifiers with causal concept effect (cace)." arXiv preprint arXiv:1907.07165 (2019). Interventions & control



Interventions & control

CAUSAL EFFECT 
ESTIMATION DEBUGGING

INTERPRETABLE MODELS SUPPORT

INTERVENTIONS CONTROL

cancerlatent var
smoking

tar deposit

Minimal change in concepts 
s.t. cancer changes

True → False?
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Interventions & control

CAUSAL EFFECT 
ESTIMATION DEBUGGING

INTERPRETABLE MODELS SUPPORT

INTERVENTIONS CONTROL

cancerlatent var
smoking

tar deposit

cancer
smoking

tar deposit

optimisation problem to 
satisfy user request

Minimal change in concepts 
s.t. cancer changes

True → False?

247[1] Wachter et al. "Counterfactual explanations without opening the black box: Automated decisions and the GDPR." arXiv preprint arXiv:1711.00399 (2017).
Interventions & control



Interventions & control

CAUSAL EFFECT 
ESTIMATION CONTROL

INTERPRETABLE MODELS SUPPORT

INTERVENTIONS DEBUGGING

User can easily 
validate concepts

User cannot easily 
validate task

cancerlatent var
smoking

tar deposit
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Interventions & control

CAUSAL EFFECT 
ESTIMATION CONTROL

INTERPRETABLE MODELS SUPPORT

INTERVENTIONS DEBUGGING

User can easily 
validate concepts

User cannot easily 
validate task

cancerlatent var
smoking

tar deposit

cancer
smoking

tar deposit

domain expert

249[1] Koh, et al. "Concept bottleneck models." International conference on machine learning. PMLR, 2020. Interventions & control
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Interpretable 
Layers Interventions

Interpretable Probabilistic 
Graphical Models

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Annotations Annotated
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Random variables

tar deposit
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Random variables

cancertar deposit
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Parametric conditional probability distributions

cancertar deposit

parametric
function
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Parametric conditional probability distributions

distribution
parameters

tar deposit cancer

function
parameters
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Interpretable probabilistic models

cancer

PROBABILISTIC CONCEPT BOTTLENECK MODEL

latent var
smoking

tar deposit

Blueprint for interpretable 
probabilistic models
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Interpretable 
Layers Interventions

Interpretable Probabilistic 
Graphical Models

Parallelized (Tensorial) 
Probabilistic Inference

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Annotations Annotated
tensors



Ancestral sampling

tar deposit cancer
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Interventional inference

cancerlatent var
smoking

tar deposit

ground truth data

CAUSAL EFFECT 
ESTIMATIONINTERVENTIONS CONTROL DEBUGGING

INTERPRETABLE MODELS SUPPORT
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259High-level APIs

Interpretable 
Layers Interventions

Interpretable Probabilistic 
Graphical Models

Parallelized (Tensorial) 
Probabilistic Inference

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) Out-of-the-Box State-of-the-Art Interpretable Models

Annotations Annotated
tensors



Torch-style Lightning-style

260

High-level API

Out-of-the-box Models



Steerling-8B

261[1] GuideLabs "Scaling Inherently Interpretable Language Models." Technical report (2026).

Concept-based LLM with 8Bn parameter
by



Baby Steerling

262[1] PyC Team “Baby Steerling”. https://github.com/pyc-team/babysteerling.

Concept-based LLM trainable on a laptop in few mins
by
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Interpretable 
Layers Interventions Functionals

Interpretable Probabilistic 
Graphical Models

Datasets

Parallelized (Tensorial) 
Probabilistic Inference

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) Out-of-the-Box State-of-the-Art Interpretable Models
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Automatic type-aware routing: Pass it to the model:

264

Loss
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Metrics

Support for:

     PyTorch metrics  
          (concept accuracy, …) 

     PyC metrics 
     (interventions, leakage, …)

Automatic type-aware routing:



266Conceptarium

Interpretable 
Layers Interventions Functionals

Interpretable Probabilistic 
Graphical Models

Datasets

Parallelized (Tensorial) 
Probabilistic Inference

Conceptarium: Standardized & Configurable Interpretable Pipelines

External 
libraries

Research in interpretable 
modules

(Low-level API)

Research in interpretable 
architectures

(Mid-level API)

Out-of-the-box models
(High-level API) 

Applications & benchmarking
(No-code API) 

Out-of-the-Box State-of-the-Art Interpretable Models

Annotations Annotated
tensors
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….

Dataset cfg:Model cfg:Main cfg:
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And then…
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